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Topic modelling has become a prominent tool for the study of scientific fields, as they allow
for a large-scale interpretation of research trends. Nevertheless, the output of these models is
structured as a list of keywords, which requires a manual interpretation for the labelling. This
paper proposes to assess the reliability of three LLMs, namely flan, GPT-40, and GPT-4 mini for
topic labelling. Drawing on previous research leveraging BERTopic, we generate topics from a
dataset of all the scientific articles (n=34,797) authored by all biology professors in Switzerland
between 2008 and 2020, as recorded in the Web of Science database. We assess the output of
the three models both quantitatively and qualitatively and measure the effect of the temperature
parameter in GPT models and find that, first, both GPT models are capable of correctly and
precisely labelling topics from the models’ output keywords at the default temperature. Second,
3-word labels are preferable to grasp the complexity of research topics.
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Introduction

Topic models have become popular tools to identify the
topics of scientific publications in an effort to map the ever-
growing corpus of scientific knowledge (Blei & Lafferty,
2009; Suominen & Toivanen, 2016). However, the outputs of
these unsupervised Natural Language Processing (NLP) al-
gorithms can be challenging to interpret and evaluate, usually
requiring manual validation by domain experts (Marchetti &
Puranam, 2020; Riidiger et al., 2022; Rijcken et al, 2023).
Against this backdrop, delivering accurate and interpretable
topic labelling is key. Indeed, state-of-the-art topic mod-
elling techniques leveraging embeddings typically produce
topic representations encompassing several keywords, which
are often hard to summarize into simple, informative topic
labels. This study is designed to assess the extent to which
generative Al can produce topic labels that are sufficiently
reliable for members of the scientometrics community, even
if they are not experts in the specific topical structure of the
fields under investigation. To do this, we combine a quan-
titative and qualitative assessment of different models based
on the number of distinct labels they create, the stability of
the topics created over 20 iterations, their semantic similarity,
and the overall quality of the labels in terms of how accurately
they reflect the topics and with what level of granularity.

Previous literature has classified the type of topic label typ-
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ically produced by embeddings-based models as a character-
istic label, which “is constructed by extracting distinguishing
characteristics from documents within a cluster” (Murray et
al., 2025, p. 3). Conversely, the type of label that a human
expert might produce, a descriptive label, “summarize[s] the
thematic contents of a document cluster without necessarily
including any characteristic terms drawn directly from the
documents” (Murray et al., 2025, p. 2). Hence, we propose
to explore the potential of Large Language Models (LLM) to
facilitate the interpretation of the output generated by topic
models by translating characteristic labels into descriptive
labels. We assess these models because—despite their limi-
tations—prior work suggests that LL.Ms are particularly well-
suited to summarization and language generation tasks of this
kind (Lepori et al., 2026). Specifically, we compare the per-
formance of flan (Chung et al., 2022) model by Google and
OpenAl’s GPT 4 model (OpenAl et al., 2024) (in its full
version, GPT-40, and the GPT-4 mini version) in providing
meaningful labels to complex model outputs.

Earlier contributions to this debate explored a wide range
of techniques to generate simple and interpretable topic la-
bels (Chen et al., 2010; Koopman & Wang, 2017; Sjogéarde
et al. 2021; Velden et al., 2017). More recently, research
has increasingly turned to LLMs, exploring alternative inputs
to produce topic labels. For instance, Van Eck & Waltman
(2024) provide their LLM with the most cited publications
within each cluster. Khandelwal (2025) compares alterna-
tive input strategies, all of which involve selecting a subset
of representative document summaries, although the selec-
tion criteria vary—ranging from similarity to topic keywords,
similarity to documents within the same cluster, or position
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within a subtopic model applied to each of the topics in the
original model. Finally, Bogachek (2025) uses topic key-
words as inputs, focusing on identifying the optimal number
of topic keywords required to produce accurate topic labels.

Throughout this article, we focus on the translation stage of
topic assignment (Lancaster, 2003; Hjgrland, 2017), i.e., the
production of a topic label that is informative of the socially
defined problem area within which each set of scientific publi-
cations particularly contributes to problem-solving (Hjgrland,
1992). We use the output of a BERTopic model (Devlin et
al., 2019) as our starting point and focus on producing labels
for its topics to improve its interpretability. This article is or-
ganized as follows: first, we present our topic model, as well
as the prompts used to produce the topic labels using three
generative language models. Second, we evaluate the models’
performance relying on a set of quantitative and qualitative
metrics. Finally, we present our main conclusions.

Methods

For our empirical evaluation, we use a dataset of all the
scientific articles (n=34,797) authored by all biology pro-
fessors in Switzerland (n=465) between 2008 and 2020, as
recorded in the Web of Science database. In our previous
work (Benz et al., 2025), we used this dataset to compare
topics generated by LDA (Blei et al., 2003), and BERTopic
(Grootendorst, 2022). We focus on this dataset because it
generates a rather small topical space—104 topics—which,
combined with our previous knowledge of the field, allows for
a qualitative evaluation of the results. We use BERTopic with
paraphrase-multilingual-MiniLM-L12-v2 as the pre-trained
embedding model and a minimum cluster size of 100 docu-
ments to create the base topic model and focus our analysis
on the topic representation.

BERTopic is one of the most recent features of
deep learning-based topic modeling (Grootendorst, 2022).
BERTopic relies on BERT (Bidirectional Encoder Represen-
tations from Transformers) pre-trained embeddings to capture
and represent the complexity of semantic relations in a corpus
of text (Kang & Evans, 2020). Document embeddings are
used to identify clusters of semantically similar documents.
Each topic (cluster) therefore represents a group of documents
that are measured as semantically similar. The topic repre-
sentations in BERTopic are built using a modified version
of the term frequency-inverse document frequency (TF-IDF)
procedure in order to identify words that are highly represen-
tative of each document cluster—instead of highly represen-
tative of each document—(Grootendorst, 2022). This tech-
nique considers both how frequently a term appears within
the cluster (in other words, the topic) and how rare it is across
all clusters, selecting words that are simultaneously frequent
in the cluster and infrequent in the rest of the corpus. The
topic representation can be fine-tuned using models such as
KeyBERTInspired, which selects among this set of keywords

those that are most similar to the embedding of the most
representative documents of each topic. However, the re-
sulting topic representation (a set of words) usually remains
hard to interpret and difficult to use in some tasks such as
visualization of topics, for which hand labelling is a common
practice.

Our strategy is to provide three different LLMs with the
ten keywords provided by BERTopic to represent each topic.
We used the flan (Chung et al., 2022) model by Google, an
open source generative language model; and Open Al's GPT
4 model (OpenAl et al., 2024) in its full version, GPT-4o,
and the GPT-4 mini version. The flan model is run locally
in Python using the text2text generation pipeline, while GPT
models are used through OpenAI’s API. For each of the three
models, we tried two different prompts in order to produce
first a single word label, and then a label with up to 3 words:

Short name prompt:

I have a corpus of Biology with 100 topics. I have
a topic that is described by the following keywords:
[KEYWORDS]

Based on the information above, extract a short topic
label of a single word that can accurately represent the
topic, in the following format:

topic: <topic label>
Long name prompt:

I have a corpus of Biology with 100 topics. I have
a topic that is described by the following keywords:
[KEYWORDS]

Based on the information above, extract a short topic
label between one and three words that can accurately
represent the topic, in the following format:

topic: <topic label>

Where [KEYWORDS] is the list of 10 keywords that rep-
resent the topic. These prompts are based on the recommen-
dation made by the BERTopic manual'. We excluded the
documents from the prompt because the abstracts are larger
pieces of text than other use cases for BERTopic, which would
increase the costs and can deviate the prompt, especially for
wrongly parsed documents. We also modified the original
prompt by adding an estimation of the number of topics and
the name of the field to better inform the models about the
expected specificity for the labels.

For the GPT-4 mini and the flan models we also run several
iterations at varying temperatures for the long name prompt.

Uhttps://maartengr.github.io/BERTopic/getting_started/
representation/llm.html
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Table 1

Topic examples

Type Model Topic 32 Topic 77
- Keybert keywords  [’carbon’, *forests’, co2’, *forest’, ["earthworms’, "earthworm’, ’soil’,
“ecosystem’, *vegetation’, "climate’, ’soils’, “ecosystems’, *ecosystem’,
"biomass’, "ecosystems’, ’organisms’, "ecological’, "biodiversity’,
"photosynthesis’] "fungi’]
flan ecosystem earthworm
1 word name GPT-4 mini carbonology soilfauna
GPT-4 carbon soil
flan biodiversity earthworm
1-3 words name  GPT-4 mini carbon ecosystems soil ecosystems
GPT-4 carbon cycle in forests soil ecosystems
Table 2
Evaluation Metrics
Metric Range Dimension Notes
Number of (1,105) Quantitative For the 105 topics, how many different labels are created.
distinct labels
Stability (1,20) Quantitative The average cosine similarity on the embedding space of labels for a
given topic between models.
Similarity -1,1) Quantitative The average cosine similarity on the embedding space of labels for a
given topic between models.
Quality (1,5) Qualitative How well does the label capture the content of the topic.

Temperature is a hyperparameter that regulates sampling ran-
domness and influences the balance between reproducibility
and exploratory behaviour in the generated outputs. Each
model was run 20 times for each prompt. Our analysis is a
combination of quantitative and qualitative metrics of perfor-
mance. A sample of the resulting output is displayed in Table
1, and the metrics in use are defined in Table 2.

Our quantitative evaluation is based on three metrics. First,
the number of distinct labels created for the 104 topics is
computed. Ideally, we aim to have a distinct label for each
topic. We compute the average number of distinct labels
across the 20 iterations and the 95% confidence interval. It
is worth saying that, alternatively, repeated labels could be
a sign of duplicated topics, but this would be a different use
of generative models, where a prompt specific to the task of
duplication detection or hierarchical grouping would be more
useful. To measure the stability of the labels, we compute
the number of different labels generated across the models
for the same topic. Ideally, we want our models to be stable,
and therefore a lower number is preferred. However, a model

could create different labels that are nevertheless very simi-
lar—such as Cell biology and Cellular biology; consequently,
we complement this metric with the cosine similarity between
embedding representations of all 20 labels generated for the
same topic across iterations. We also compute the cosine
similarity between models to quantify the differences between
labels across models.

Our qualitative evaluation aims to assess the general qual-
ity of the generated label to describe the topic. Quality in-
volves reliability for use by the scientometrics community:
are the labels produced correct and precise enough to interpret
the topics in relation to each other and deliver reliable findings
by non-experts of the field under consideration? High scores
in this metric imply that the label is correct in the sense that
it reflects on the content of the topic in relation to all la-
bels, and precise, because its granularity adequately reflects
the granularity of the topic. In this regard, the evaluation
was conducted considering that some topics are more general
than others, which is a direct consequence of the clustering
method, hence a great variability in the number of documents
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per topic. Qualitative assessment of overall labelling quality
followed an iterative procedure. First, correctness was eval-
uated, i.e., whether the label accurately captured the content
of the topic as from the ten-keywords BERT representation.
Second, precision was assessed, referring to the degree of
granularity of the topic label. Correctness was considered to
take precedence over precision: a highly granular label with
low correctness would be assigned a low score. In practice,
however, correctness and precision were closely interrelated,
as we did not observe any labels that combined high granular-
ity with low adherence to the topic. Once quality scores were
initially assigned, the full set of labels was re-examined and
scores were adjusted relative to one another to ensure internal
consistency and alignment with the scale described in Table
3. When the score distribution of a model falls below 3, labels
are considered insufficient to allow meaningful interpretation
of the results by a non-expert audience. Scores above 3 in-
dicate that the model can reasonably be considered reliable,
as it produces labels of sufficient overall quality. Table 3
displays information on qualitative coding and examples of
varying quality labels for each topic in Table 1.

For example, for the topics presented in Table 1, ‘biology’
as a label would get a score of 1, for it would not allow for
any insight about the topic. ‘Soil’, ‘carbon’ and ‘ecosystem’
are typical representatives of a score of 2, for they are more
precise, yet still too generic because they may refer to a va-
riety of topics. ‘Earthworm’, ‘soilfauna’ and ‘biodiversity’
will get a score of 3, for they are indicative enough to ensure
an understanding of the topic and usually specific enough to
distinguish this topic from others. ‘Carbon ecosystems’ is
an example of a score of 4, as its description is much more
precise. Finally, ‘carbon cycle in forests’ is even more precise,
and therefore gets a score of 5.

Beyond neologisms at the level of individual terms (Car-
bonalogy), some generated labels constitute compositional
multi-word expressions. While each component is well es-
tablished as part of the biological vocabulary, for instance
“Carbon” and “Ecosystems”, their combination does not nec-
essarily correspond to stabilized or widely recognized cat-
egories within the field, for instance “Blue Carbon Ecosys-
tems”. In such a case, a re-assessment of the label correct-
edness was necessary from not only the BERT ten-keywords
representation, but also from representative abstracts, which
did not mention any marine or coastal environments, but
instead showed a clear dominance of terrestrial forest ecosys-
tems. This, together with the presence of “forests” in the
BERT representation, excludes a “blue carbon” interpreta-
tion of the topic. By contrast, had the abstracts or keywords
included marine/coastal terms, the label’s correctness would
have been considered low. Table 4 illustrates additional exam-
ples, showing generated labels, their corresponding ten-term
BERT representations, and analytical comments.

Systematic flagging of such multi-word neologisms did

not reveal any problematic or misleading cases. On the con-
trary, the qualitative assessment highlights the high degree
of precision achieved by the labelling process with respect to
the ten-term BERT representation. This finding is consistent
with the aim of the study, which is to evaluate the reliability
of Al-generated labels for members of the bibliometric com-
munity who may not be experts in the specific fields under
consideration. It is also worth noting that a small number of
labels (6) were assigned extra prepositions such as “in” and
“of” exclusively by the GPT-4 model. While this does not
strictly follow the letter of the prompt, it reflects its spirit.
For example, labels such as “Carbon Cycle in Forests” and
“Genetic and Genomic Analysis” provide a clearer and more
precise understanding of the topic when adding an extra term.

Results

As we are comparing an open source model, flan, and
two paid models, considering the costs for each model is
fundamental. Table 5 indicates the costs for our experiments
on a rather small model (104 topics), run 20 times for each
of the prompts, which is equivalent to a medium-large topic
model (4160 topics). Overall, as we only used the keywords
of the topic and not the representative documents, the costs
are rather small. Nevertheless, at the moment we run our
experiments (August 2024), the GPT-4 model costs 30 times
more than the mini version, which can be a relevant factor for
larger implementations. Another note to take is that given that
OpenAl models are run through an API that requires some
seconds between each use, each iteration of each prompt and
model took approximately ten minutes, while running the flan
model was several times faster.

Overall, we observe a big difference between the perfor-
mance of the flan model, and the GPT models, but not a
relevant difference between the mini and the regular GPT-4
model. Figure 1A shows the number of unique labels by
model and prompt type, for 105 topics. The closer to 105 a
model is, the more distinct the labelling for each topic. For
this metric, we observe that the flan model has a tendency to
repeat labels across topics, which makes it unfit for the task.
The length of the label also determines the generative models’
capacity to create distinct labels; when using a single word,
repetitions are more frequent. With an almost perfect score
across the 20 iterations, the GPT-4 mini is the best model in
terms of distinctiveness.

Figure 1B shows the average number of distinct labels per
topic by model and prompt in 20 iterations. The closer to
1 the metric is, the more stable the model is. Given the
tendency to repeat a smaller set of labels, the flan model is
also more stable across different iterations. Short names are
also more stable than longer names, but not to a large extent.
Nevertheless, Figure 1B accounts for the exact repetition of
the labels but does not consider the similarity between al-
ternative labelling across iterations. To tackle this, we com-
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Table 3

Qualitative coding

KOZLOWSKI, PRADIER & BENZ

Score Description Interpretation Topic 32 Topic 77

1 bad labelling Inadequate to identify the topic biology biology

2 insufficent Globally refers to the topic but is too ecosystem; carbon; soil
labelling generic to provide a distinct categorization carbonalogy

3 acceptable Indicative enough to identify the topic, but  biodiversity biodiversity
labelling still lacking precision

4 good labelling  Depicts the topic with significant precision carbon ecosystems [no score of 4 assigned]
perfect Very precisely describes the topics, carbon cycle in forests Soil Ecosystems
labelling outperforming labels with a score of 4

Table 4

Examples of neologisms at the multi-word level

Generated Label ten-terms BERT Comment

representation
Bipolar [’bipolar’, ’schizophrenia’, This label appears as an association of two distinct diagnostics,
Schizophrenia "disorder’, *psychosis’, hence a non-used but interpretable expression (artificial

’psychiatric’, *disorders’,
"psychiatry’, *psychotic’,
"genes’, “genetic’]

juxtaposition). While it nevertheless informs on the global thematic
orientation, it lacks validity as a stabilized category and therefore
received a score of 4. The ChatGPT-4 label “Psychiatric Disorders”
was attributed a higher score (5), as it more correctly captures the
recognized scientific field.

Ribozomes and

[’ribosomes’, 'ribosome’,

This label combines two closely related but distinct molecular

Enzymes ’ribozyme’, "ribosomal’, functions. While “ribozymes” and “enzymes” are individually
‘rnas’, ’synthetases’, well-defined, their conjunction remains somewhat imprecise and
‘enzyme’, *proteins’, broader than standard categorizations. The ChatGPT-4 label
’synthetase’, 'nucleotides’] “Ribosomal Function” provides a more precise and conceptually
stabilized capture of the topic.
Herbivory Effects ["herbivores’, "herbivore’, This expression correctly reflects interactions between herbivores,
“herbivory’, "pests’, "pest’, plants, and pests. Although generic, it remains scientifically valid
‘plants’, *plant’, ’insects’, and sufficiently aligned with the BERT representation. The label is
’insect’, ’species’] thus reliable, albeit less specific than possible alternative
formulations.
Methylotropic [’methylobacterium’, While “methylotrophic bacteria” constitutes a stabilized term in the

Bacteria Enzymes

’dehydrogenase’,
’methylotrophic’, ’enzymes’,
’enzyme’, ’bacterial’,
’amino’, ’coli’,
’methylotroph’, *proteins’]

field, omitting adding “enzymes” would avoid capturing the
enzymatic and metabolic focus of the topic and would risk inducing
misleading interpretations. The label can therefore be considered a
low-impact multi-word neologism.
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Figure 1

Evaluation metrics by model and prompt. Number of unique labels (A), Average number of distinct (B), cosine similarity
between models (C), and score on the qualitative evaluation (D).
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puted the embedding representation of each label using the
BERT paraphrase-multilingual-MiniLM-L12-v2 model, and
the cosine similarity among labels. For each model, we can
compute the similarity with the other 19 iterations of the
same topic and the average similarity. To compare different
models, we compute the average cosine similarity for all the
combinations of labels for each topic. Figure 1C shows the
similarity matrix. Again, given the tendency to repeat itself,
the flan model shows a high similarity across iterations. Also,
given the tendency to create single word labels even when it
was allowed to use up to three words, there is a high similarity
between the two prompts of the flan model. The two versions
of the flan model show nevertheless a low similarity with all
the GPT models. For this family of models and prompts,
we see that there is a higher consistency among all of them,
and the similarity increases when we use the same prompt.
We also observe that the longer names are in general more
similar than the shorter names, both for the same prompt
and between prompts. This indicates that the longer names
can capture a higher nuance that can be consistently reflected
across iterations.
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Table 5

Costs on 20 iterations, 2 prompts, and 104 topics (August
2024)

Model Cost Pricing

flan Free Free

GPT-4 $3.19 $5.00/ 1M input tokens
GPT-4 mini  $0.11 $0.150/1M input tokens

These results are consistent with the qualitative evaluation,
as seen in Figure 1D. Our score, based on human evaluation
of the labelling quality, is calibrated in such a way that a score
of three is acceptable for use, while values below three are
deemed unacceptable representations of the topics. The flan
model scores equally poorly for both prompts while the GPT
models show a big difference between shorter and longer
labels. Without a great variability, the short name prompt
scores slightly below our acceptance threshold for both the
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Figure 2
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Evaluation metrics by temperature. Number of unique labels (A), Average number of distinct labels per topic (B), cosine

similarity between models (C).
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mini and the standard version. On the other hand, the labels
between one and three words are remarkably good, up to the
point where human labelling by non-experts would proba-
bly underperform in such a task. Our qualitative evaluation
also implies the exercise of thinking of possible labels for the
topic, and we come to realize that a single word is many times
incapable of grasping the complexity of the topics. In this
sense, the lower scores for the short prompt are related to the
infeasibility of the task itself. Looking into more detail, we
observe that the GPT-4 model outperforms the mini model,
but not significantly.

We also analyze the effect of the femperature hyperpa-

rameter for the GPT-4 mini and flan models with the long
name prompt. Temperature controls the variability of the
output. It ranges from O to 2. At very low values (close to
0), the model selects the most likely next token, producing
highly predictable, stable, and often repetitive outputs. As
temperature increases toward 1 (the usual default), the model
balances coherence and variability, allowing for natural lin-
guistic variation while maintaining overall consistency. At
higher values (above 1), the model increasingly samples less
likely tokens, resulting in more diverse, creative, but also
more error-prone and less reliable text. Figure 2 shows the
quantitative evaluation metrics for multiple values of this



CJILS/RCSIB VOL. 47, NO. 2 (2024). DOI: 10.5206/CJILS-RCSIB.V4912.24099 33

parameter.

Discussion

Two major conclusions can be drawn from this exercise:
first, the state of the art in generative modelling shows that
models are already capable of correctly and precisely la-
belling research topics using only the keywords produced by
the models’ output. Second, to address this task, we need
to use not less than three words to grasp the complexity
of research topics. While we use topic modelling and the
BERTopic implementation, the task we evaluate in this arti-
cle is the creation of labels from a list of representative terms
and could in principle be applied to any clustering model.

Nevertheless, some nuance is necessary to contextualize
these conclusions. Generative models’ capacity to create
synthetic labels is related to the overall quality of the topics
(or clusters) themselves. Our previous work showed that
BERTopic can create a good representation of the topic space
for this same dataset (Benz et al., 2025). But this is not
necessarily valid for all other corpus or models, and therefore
the synthetic labels themselves could show a lower quality if
the topics are not properly defined. In relation to this caveat,
our analysis was carried out on a rather small corpus. A larger
corpus (e.g. all Biology papers instead of those from Swiss
professors) will tend to generate more topics, with a higher
granularity. The capability of generative models to create
distinctive labels for each topic on these larger spaces needs
to be assessed. In this project, we followed the implemen-
tation of BERTopic for the Al labelling. In particular, this
implies that when sending the request to the API, each topic
is evaluated separately. The generative models do not have
an overview of all the topics and might result in imprecise
or repetitive labels on larger topic spaces. A future line of
work is to evaluate the LLM’s performance on larger topic
models, as well as the possibility of posterior disambiguation
of equal labels for different topics. Finally, our open access
benchmark model, flan-t5-base, is the one suggested by the
BERTopic guide, but there are several alternatives that could
outperform this model for the task. Large Language Models
for text2text generation (the type of task performed on our
experiments) are constantly being developed. We expect to
see in the short future open access implementations that can
achieve similar performance to the private versions.

Open Science Practices

In this project, we used the Web of Science database to re-
trieve articles authored by biology professors in Switzerland.
We decided to use this dataset because it is a well known case
of study for the authors for the evaluation of topic models
(Benz et al., 2025), which allows a qualitative evaluation of
the results. The topics, with the different representations by
the generative models and the scores are openly available
at https://github.com/DiegoKoz/bertopic_gpt_labelling. The

source code and all the results for the different iterations of
the models are also available at the same repository.
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